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2 Terms and Abbreviations 

 

Term/abbr. Description 

ADC Analog to Digital Converter 

DMSC Data Management & Software Centre (ESS division) 

EFU Event-formation-unit. 

EPICS Experimental Physics and Industrial Control System 

ESS European Spallation Source 

EVG Event Generator 

EVR Event Receiver 

FPGA Field-Programmable Gate Array 

IP 

MAC 

MiB 

Internet Protocol (Address) 

Media Access Control Address (low level network address) 

Mebibyte (220) 

MRF 

MS/s 

Micro Research Finland 

Million Samples per second 

NeXus A neutron, X-ray and muon science data file format. 

SSD Solid-State Drive 

S/s Samples per second 

TTL Transistor–transistor logic, usually 0 to 5 V or 0 to 3.3 V. 

UART 

UDP  

Universal asynchronous receiver-transmitter  

User Datagram Protocol 

WP BrightnESS Work Package 
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3 Executive Summary 

To enable cutting edge materials research at the European Spallation Source, information about 
the sample and its environment conditions, like temperature, strain, or electric and magnetic field, 
are of equal importance to the collection of neutron event data. BrightnESS task 5.2 concerns the 
collection of sample environment information at a higher rate than is routinely performed at existing 
neutron scattering facilities, in order to be prepared for the demands of the high neutron flux that 
ESS will provide. The main challenges to this project are the high data rate and the accurate time 
stamping of that data. Both are required to correlate the sample environment parameters with the 
neutron event data. The goal of the project was achieved and the continuous digitisation, absolute 
timestamping and storage of a high frequency (200 kHz) analogue signal has been demonstrated. 

The work has been carried out in close collaboration with the other tasks in WP5, the ESS Detector 
Group (largely in WP4) and the ESS Integrated Control Systems division (ICS). 

4 Introduction 

One of the primary goals of the European Spallation Source is to enable research into materials 
science. This includes examining samples in a wide range of sample environment conditions, 
e.g. changing the temperature or strain of the sample. Many environmental parameters will only 
change slowly, on the order of seconds to hours, and can thus be handled by EPICS (Experimental 
Physics and Industrial Control System), the system that will be used for command and control at 
ESS. Some parameters, however, will be changing rapidly with frequency components of up to 
100 kHz [1]. This will require correspondingly higher measurement (or sampling) rates [2] (≥1 
MS/s). Due to the profile of the neutron flux at ESS [3], continuous sampling and absolute time 
stamping of these samples is also required. This requires a specialised system that is not currently 
available off-the-shelf. 

A detailed explanation of the requirements and goals of the system and the reasoning behind 
them are detailed in the previous deliverable for this task [1]. This document describes the 
implementation of a systems including an analogue to digital converter (ADC) which meets all 
requirements for sampling and timestamping a high frequency analogue signal at ESS. 

5 System description 

Several hardware and software options were considered for implementing the signal sampling and 
data processing/aggregation in this project. The options considered can be found in the previous 
deliverable for this task [1]. 

The hardware solution selected for the implementation is based on the readout demonstrator by 
the ESS Detector Group for recording (and time stamping) of detector events. The software for 
processing the data was implemented as a module for the event-formation-unit (EFU) [4] code 
base (WP 5.1). An overview of the hardware solution and the data processing pipeline is given in 
Figure 1 and Figure 2. The data processing pipeline is described in detail in the deliverables for 
task 5.1 [5,6].  
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Figure 1. Schematic overview of the ADC system developed for BrightnESS task 5.2. The input of the system 
is an analogue signal in the range ±5 V. The output of the ADC system is a digitised and timestamped 

representation of this signal. Control of sampling parameters and timestamping is handled by a separate 
"Control computer”. 

 

Figure 2. Overview of the data processing pipeline used by ADC system described in this document.  

In the second step of this pipeline, the raw timestamped data is received from the ADC system (see Figure 1) 
and the last step of the pipeline is the permanent storage of a processed version of this data to file. The 

pipeline is described in detail in the BrightnESS task 5.3 reports [5,6]. 

5.1 Hardware description 

Although the functionality of the system described here does not have any off-the-shelf equivalent, 
the sampling system is mostly assembled from standard components. These are described below. 

5.1.1 Analog to digital converter 

The ADC part of the hardware used is the ADC demonstrator board by the ESS Detector Group 
(i.e. ESS Detector Readout Electronics). See BrightnESS deliverable 5.4 [1]. 

This ADC solution uses a CERN-developed 4 channel, 14 bit ADC (FMC ADC 100M 14b 4cha) 
[7]. The design of the ADC board is available as an open source hardware and is manufactured 
by several companies. The ADC boards used for this WP were supplied by INCAA Computers, 
Netherlands. 

The ADC board is mounted on a Xilinx Kintex UltraScale KU040 FPGA Development board, USA 
(Figure 3). Some additional components are present in order supply a clock and other signals from 
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the timing system to the FPGA. The FPGA board and ADC daughter board are in turn mounted in 
an enclosure (Figure 4) which exposes the necessary analogue inputs and other ports, compare 
to Figure 1. The cost of the ADC plus FPGA board was less than 2000 EUR at the time of writing. 
That puts the total cost per unit, including enclosure and other components into the region of under 
3000 EUR, even in small scale production. Which make the solution viable for wide deployment 
at ESS instruments. In fact, this unit is chosen as the default option for readout of the data from 
the Neutron Beam Monitors for the Instrument beam lines. 

The ADC solution described above was selected for several reasons: 

• The FPGA code already supported absolute time stamping of the samples it acquires. 

• True continuous (and timestamped) sampling of one analogue signal was also already 
implemented in the FPGA code. Only minor modifications of the FPGA code were required 
for it to support continuous sampling of all 4 channels simultaneously. 

• Due to earlier collaboration between the DMSC and the ESS Detector Group [8], parsing of 
the sample data in the format provided by the FPGA was already implemented. 

 

Figure 3. The FPGA board with ADC daughter board in a rack mountable enclosure. 

 

Figure 4. Front panel of rack mountable enclosure. 

The clock input (in Figure 4) is provided by the timing hardware and the frequency of the clock 
signal is required to be 44 026 250 Hz (44 MHz). This is exactly half the frequency of the internal 
clock used by the timing hardware. The clock signal is used as a sample clock for the ADC in 
order to enable timestamping of each collected sample. According to the specifications of the ADC 
board [7], the maximum number of effective bits of the ADC is 11 when running at its default 
sampling rate of 100 MS/s and using the ±5 V measurement range. Thus, it is expected that the 
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actual number of effective bits is somewhat lower when sampling at 44 MS/s. If a sampling rate 
lower than 44 MS/s is needed, it is in principle possible to gain some effective number of bits by 
using oversampling (i.e. averaging) of several samples. 

The sample data is provided as UDP/IP packets via the 1 Gig Ethernet interface of the FPGA 
board. The Ethernet interface does not support auto negotiation of link speed or DHCP services 
for configuration of the IP. For this reason, all the parameters of the UDP packet (e.g. source and 
destination port, IP and MAC) have to be configured manually. The FPGA code supports the 
generation of jumbo sized UDP packets. The actual jumbo frame size used is configurable at 
compile time of the FPGA code. 

Each sample is stored as 16 bits (despite the ADC outputting samples as 14 bits) and thus the 
FPGA board will produce approximately 336 MiB of raw data per second when continuously 
sampling all 4 channels at 44 MS/s. As this is well in excess of the bandwidth of the 1 Gigabit 
Ethernet interface, on-board oversampling can be enabled. If two channels are continuously 
sampled, the oversampling in the hardware must be done with an oversampling factor of at least 
2 and with three or four channels active the oversampling factor has to be 4 or more. 

The USB to UART interface illustrated in Figure 4 is used for dynamic configuration of the FPGA. 
This includes configuration of the previously mentioned UDP packet parameters. The serial 
protocol used to configure the FPGA has been implemented as an EPICS driver. To simplify 
control of the FPGA, a graphical user interface for the EPICS process variables exposed by the 
EPICS driver has been created using CS-Studio [9]. This interface is shown in Figure 5. 

 

Figure 5. The graphical user interface to configure the FPGA of the ADC readout system. Created using CS-
Studio. 

5.1.2 The timing system and its interaction with the sampling hardware 

A description of the timing system (developed by Micro-Research Finland (MRF)) to be used at 
ESS can be found in deliverable 5.4 [1]. The system is also described in depth in the relevant 
manuals [10,11]. This section describes some functionality of the timing system that is relevant to 
this project and how it is used to synchronise the time of the sampling system to that provided by 
the MRF timing system. 
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The MRF timing system interfaces with rest of the world using event receivers (EVR). The features 
provided by the EVR, relevant to this project (i.e. synchronising the time of the sampling systems 
to the EVR) are the following: 

• Timestamp the reception of an event. 

• Generate soft events 

• Generate a pre-defined sequence of TTL output pulses on the reception of an event. 

• Output the (1:2 pre-scaled) clock signal used by the EVR as a TTL square wave. 

The EVR used for this project is in the form of a PCI-express card occupying a slot of an industrial 
rack-mounted computer. The computer communicates with the EVR using an EPICS driver [12]. 
Thus, configuration of the EVR to enable the functionality listed above is done by setting process 
variables in the EPICS Input Output Controller (IOC) that is running the EVR EPICS driver. 

A schematic that illustrates the connections between the industrial computer, the EVR and the 
sampling hardware for the purpose of synchronising the time can be found in Figure 1. The 
algorithm for synchronising the time is as follows: 

1. Set-up the EVR to output a clock signal that is in sync with its internal clock but half its 
frequency (i.e. 44 MHz). 

2. Set-up a sequence in the EVR which will generate a TTL output pulse some specified delay 
after a specific event has been received. 

3. Generate a soft event which will trigger the sequence. 

4. Retrieve the timestamp of the soft event, add the delay time to that time and transmit it to the 
sampling hardware. 

5. The sampling hardware receives the timestamp of the coming TTL pulse and stores this 
timestamp in a stand-by register. 

6. The EVR generates the TTL pulse and the sampling hardware (FPGA) moves the stored 
timestamp into the current time register. 

5.2 Software description 

The ESS software pipeline from data production to file writing is described in previous deliverables 
of this and other BrightnESS 5 work packages [1], [5], [6]. Figure 2 also gives an overview of the 
pipeline. 

Although the FPGA in the ADC system is controlled via EPICS, as mentioned in a previous section, 
it was decided that data processing would not be implemented as an EPICS driver. Instead, the 
data processing is implemented as a detector module for the event-processing-unit [4] developed 
under work package 5.1. 

Some development also had to be done on the file-writing part of the pipeline in order to write the 
sample data to file (see figure 2). A description of this code as well as the event-formation-unit 
(EFU) detector module is described in the following sections. See previous WP 5 reports [5,6] for 
descriptions on the data aggregator. 
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5.2.1 Data processing (event-formation-unit) 

The event-formation-unit project [4], [13] consists of a framework for implementing a detector data 
processing pipeline as well as an application for dynamically loading and executing detector 
pipelines. Some code already existed in the event-formation-unit project which had the purpose 
of extracting neutron detector events from samples (waveforms) provided by the ADC readout 
hardware when running in event mode. This code was developed to support ESS Detector Group 
detector tests at Helmholtz-Zentrum Berlin [8]. Modifying this software to also process the 
continuous data stream from the ADC readout hardware was deemed easier than starting from 
scratch. 

An overview of the processing pipeline implemented in the event-formation-unit project is shown 
in Figure 7. The first step of the pipeline is to receive the UDP packets and de-serialise those 
packets. The packets consist of a header part and one or more data modules (sample run). The 
structure of the packet is illustrated in Figure 6 as C-like pseudo-code. The values in the packets 
from the FPGA are all provided as big endian, thus conversion of the byte order is required in the 
de-serialisation step when running the code under a little-endian architecture (i.e. Intel x86). 

 

Figure 6. Layout of the packets transmitted by the FPGA. Shown as C-like pseudo-code. 
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Figure 7. Illustration of the tasks of the 5 threads that processes the data received via the Ethernet interface. 
Not illustrated is the thread(s) responsible for sending the data to the Kafka brokers as this code is 

implemented using a third-party library (librdkafka [14]). 

After de-serialisation, the (one or more) sampling runs contained in each UDP packet are queued 
up to a channel-specific processing thread. The use of one processing thread per analogue input 
channel was implemented in order to better utilise modern processors and reduce the probability 
of data being dropped if low performance computers are used. 

The processing code implements three features relevant to this project. 

• Oversampling of the samples in order to reduce the amount of data and increase resolution. 

• Timestamp calculation of every sample. 

• Serialisation of processed data. 

The ADC sampling rate of 44 MS/s is higher than required for most if not all sample environment 
use cases. By supporting additional oversampling in software, the sampling rate can be reduced 
to, for example, the previously mentioned 1 MS/s or lower. Although calculation of a timestamp 
for every sample can easily be implemented by the data consumers (e.g. the file-writer), the 
reasoning was that usage of the data was simplified if the timestamps are calculated as close to 
the ADC hardware as possible. The serialisation method selected for the data processing pipeline 
(BrightnESS deliverable 5.1 [5]) is the Google FlatBuffers library. Serialisation of the processed 
data is also done in the four processing threads. The serialised data is passed to the librdkafka 
[14] library for transmission to a Kafka broker. 

Several processing options exist for the processing code. These options can be set using a 
configuration file or as a command line argument. Table 1 lists the options relevant to the 



 

 12 

processing of sample data. The EFU software also has functionality for keeping track of and 
publishing counters for debugging purposes [13]. The counters/statics used by the sample 
processing code are listed in Table 2. 

Table 1. Command line options for sample processing code of the EFU software. 

 

 

 

 

 

Table 2. The statistics published by the EFU when running the ADC processing code. Note that idle packets 
are transmitted only when no data packets have been transmitted the past 4 seconds for whatever reason. 

 

As the code calculates a timestamp for each end every sample and because this timestamp is 
stored as a 64-bit integer, the output bandwidth requirements of the EFU are 10 bytes per sample 
(ignoring the overhead of the serialisation and the Kafka messaging protocol). Thus, when 
processing a single channel from hardware which provides 44 MS/s, the output bandwidth 
requirements is in excess of 400 MiB per second. 
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The sample processing is implemented in only 998 lines of C++ code. This does not include the 
base code of the event processing application or general utility functionality shared by many 
detector modules. It does include some code used for processing of non-continuous sampling 
which is not used otherwise. Sample processing together with unit tests and integration tests is in 
total 2 889 lines of C++ code. Thus, the number of lines of test code per lines of implementation 
code is roughly 1.9. 

There are in total 121 unit tests for the sample processing code and the total code coverage when 
running the unit tests is 90% which above normal software quality practises. Coverage of the code 
for each implementation file is shown in Table 3. Extra unit tests were written for pieces of code 
deemed potentially fragile, complicated or where a potential bug would be hard to detect. For 
example, nine tests are dedicated to the timestamp calculation code. 

Table 3. Code coverage per line of executable code for the implementation files of the sample processing 
code. 

 

5.2.2 File writing 

Writing of the sample data to file was implemented in the kafka-to-nexus project [15] as a file 
writing module intended specifically for writing data from this specific sampling hardware. The 
kafka-to-nexus project is described in BrightnESS deliverable 5.5 [16]. This application is designed 
for writing HDF5 files [17] and uses the H5CPP library [18] to simplify the development of the file 
writing code and for code reusability. 

The sample data is placed in a NeXus file format [19] NXlog class instance. This implementation 
of NXlog class makes use of the raw_value data-set for storing the 16 bit (14 bit) values and the 
time using 64 bit integers storing the timestamps as nanoseconds since Unix epoch. Furthermore, 
the cue_timestamp_zero and cue_index datasets are used to speed up searching of large 
datasets by date/time. 

The part of the file writing code unique to this project is only 294 lines of code. Unit testing of the 
file writing part of the code is done in 26 tests and 416 lines. These unit tests results in a code 
coverage of 90% (Table 4) which is again better than what can be commonly found in open source 
projects. The whole file writing executable is approximately 10k lines of code [15]. 
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Table 4. Code coverage per line of executable code for the implementation files of the sample processing 
code. 

 

 

 

Figure 8. Screenshot of a Python application that was used to simplify the development of the FPGA code for 

the ADC system. The line plot shows the data of the last received UDP packet and the table to the right gives 
the user of the application information on parsing of that packet including packet errors encountered since 

the application was started. 

5.2.3 Integration tests 

In order to test the sample processing and file writing code under well controlled conditions, an 
integration test was created. This test uses an application that simulates the ADC hardware and 
continuously streams data from 4 simulated channels at a rate that is close to that of the real 
hardware. The packets are generated from captured packets from the real hardware. The 
timestamp, packet and frame counters of the packets are modified in order to not trigger any 
warnings or errors in the parsing code of the processing software. 

To aid in the development of the FPGA code, especially for writing and testing the UDP packet 
forming FPGA code, two separate software projects were created and provided to the ESS 
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Detector Group. The first of these projects is an application developed in Python that parses the 
UDP packets transmitted from the FPGA and identifies errors in the protocol. It also visualises the 
sample data if the packet is valid. The second project is in the form of a Wireshark [20] plugin that 
enables visual investigating of the contents of the UDP packets and the data that they contain. A 
screenshot of the Python application can be found in Figure 8 and the Wireshark plugin is shown 
in Figure 9. 

 

 

Figure 9. Wireshark running the plugin which enables analysis of the contents of the UDP packets transmitted 
by the FPGA. Used to simplify investigation of the contents of the UDP packets. This plugin shows the raw 
the data of the packet but does not allow for plotting of the sample data in the packet (compare to Figure 8). 
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6 System tests 

A number of tests were carried out in order to examine the performance of the system. This 
includes tests of the ADC when being synchronised to the timing system as well as the ability of 
the timing system to correctly and consistently timestamp a continuous stream of sample data. 
The performance of the sample processing code was also tested. 

6.1 Conversion of analogue signal 

The resolution of the ADC used by the sampling system described here is 14 bits as mentioned 
previously. The effective number of bits of the complete system is lower due to noise and other 
factors [7,21]. This decreases the effective resolution of the ADC and can, in principle, be offset 
(given that the noise is random) by the use of oversampling. For this reason, the output of the 
system was examined with the means available. For an accurate determination of noise and 
resolution characteristics of the system over its entire measurement range, a lab which specialises 
in those kinds of measurements has to be employed. 

Due to the difficulty of examining the full characteristics of the sampling system, the tests were 
limited to examining the noise floor and measurement of a full scale (±5 V) analog signal. All 

measurements were done on channel 1 of the sampling system. 

The noise floor measurement was done with an effective sampling rate of 1 MS/s and with nothing 
connected to the input of the sampling system. The full-scale measurement was done by 
measuring both a 200 kHz and a 2 kHz sine-wave generated by a BK Precision (USA) 4065 signal 
generator using channel 1 of the sampling system. The effective sampling rate of these 
measurements was also 1 MS/s, using an oversampling factor of 44. 

6.2 Data stream continuity 

Due to the amount of data being produced by the FPGA and the high cost of developing FPGA 
firmware, the data is (as previously mentioned) encoded into UDP packets. Because of the 
simplicity of the UDP protocol in comparison to the TCP protocol, higher throughput is possible 
and less logic is required to achieve that throughput. One downside is that no functionality exists 
in the UDP protocol for re-transmitting packets that have been lost. 

The rate at which packets are actually lost was thus investigated. This can easily be implemented 
as the packets has a 16 bit packet counter (see Figure 6). The sample processing application 
checks the value of the packet counter on parsing and if it increases by more than 1 between two 
packets, one or more packets will have been lost. 

When the parsing code detects that a packet has been lost, the processing.packets.lost (Table 2) 
counter is increased by one. As this counter is regularly transmitted to a Graphite service [22], its 
value can be easily monitored. This was done during testing of the hardware. 

6.3 Time stamp continuity 

Ignoring the probability of losing UDP packets, there is a possibility that individual samples are 
lost if there is a bug in the implementation of the FPGA firmware, processing code or file writing 
code. Furthermore, there is also the possibility that the samples are not timestamped correctly 
due to bugs in the previously mentioned components. Detecting lost samples can be done by 
investigating the delta timestamp of a continuous stream of samples. If no samples are lost, this 
time will be constant. 
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Timestamp continuity was tested by analysing the timestamp from two systems running at an 
effective sampling rate of 500 298.3 S/s using software-based oversampling. Samples (with 
timestamps) were collected for 150 seconds. From these timestamps, the delta timestamp was 
calculated and these values were histogrammed. 

6.4 Time profiling of processing code 

It is standard to do time profiling of performance critical code as this can be vital in directing 
optimisation efforts for code that is CPU intensive. Early versions of the processing code were re-
factored and optimised as a result of time profiling. The current version of the sample processing 
code was also profiled for possible future optimisation. 

The profiling was done with a version of the code that was modified to not publish the processed 
data to a Kafka broker. The oversampling factor was set to 4. The time profiling was done using 
gperftools [23] and was run for 5 minutes. 

6.5 Synchronisation to timing system 

There is a possibility that the process for synchronising the time in the FPGA to that of the timing 
system (described in Section 5.1.2) is not working as expected due to hardware or software 
issues. One way of verifying the synchronisation mechanism is to have two separate instances of 
the sampling hardware and compare the results of both of them measuring the same signal. 

Two different signal sources were used. The first source was a signal generator producing a 𝑠𝑖𝑛𝑐 𝑥 

output with a repetition rate of 5 kHz that was sampled by channel 1 of two sampling systems. 
The signal was oversampled with an oversampling factor of 88 in order to give an effective 
sampling frequency of 0.5 MS/s. The second source was the amplified output of a scintillation 
radiation detector measuring a gamma radiation source, thus producing a random signal. This 
signal was also sampled by channel 1 of two sampling systems but using an effective sampling 
rate of 11 MS/s. 

7 Results of the system tests 

The results presented in this section shows that the requirements of doing continuous sampling 
and absolute timestamping of an analogue signal were met. The results also illustrate the quality 
of the analogue to digital conversion and performance bottlenecks in the processing code. 

7.1 Conversion of analogue signal 

The result of the noise floor measurement is shown in Figure 10. The full-scale amplitude in this 
measurement is 16384 (14 bits) and the range of the analogue front-end was set to ±5 V, thus the 
noise floor is in the range of approximately ±1 mV. Though not tested here, it is expected that for 
the ±0.5 V and the ±50 mV ranges the noise will be greater (as a percentage of the full range) 
than that of the ±5 V range. 
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Figure 10. Measurement of the noise floor of channel 1 of the sampling system with nothing connected to the 
channel. The 0 V level is picked as the mean value of the samples. The oversampling factor was set to 44 thus 

giving an effective sampling rate of 1 MS/s. Approximately 20k samples are plotted in this figure. Full scale 
amplitude (+5 V) is 16384. Due to the number of samples shown in this line plot, it is not possible to discern 

individual lines in most of the plot. 

Figure 11 and Figure 12 show the results of the full-scale measurements when feeding a 200 kHz 
and a 2 kHz signal to the sampling system. The figures also show the residual of subtracting these 
signals as well as the Fourier transforms of the sample data. 
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Figure 11. Measurement of a full scale (±5 V) 200 kHz sine wave. The plot shows 160 samples, the residual of 
subtracting the 200 kHz sine wave and the Fourier transform of 200 000 samples. The first and second 

harmonic of the sine wave are marked in the frequency distribution plot. The oversampling factor was set to 
44 thus giving an effective sampling rate of 1 MS/s. 
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Figure 12. Measurement of a full scale (±5 V) 2 kHz sine wave. The plot shows 2000 samples from the ADC, 
the residual of subtracting the 2 kHz sine wave and the Fourier transform of 5 000 000 samples. The first 
second and third harmonics of the sine wave signal are marked in the frequency distribution plot. The 

oversampling factor was set to 44 thus giving an effective sampling rate of 1 MS/s. 

The residual plots of both Figure 11 and Figure 12 shows the presence of overtones in the digitised 
signal. The presence of overtones is confirmed in the frequency distribution plot of the figures. 
With the set-up that was used to make these measurements, it is not possible to say if the 
overtones were produced by the signal generator, the analogue front end of the sampling system 
or some other part of the test-system. 
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Although the test used a full-scale sine wave, the full voltage range is not seen in Figure 11. This 
is due to the effects of aliasing. This effect is also the reason for the change in amplitude of the 
residual plot. In order to minimise aliasing when sampling a 200 kHz signal a higher sampling rate 
(than 1 MS/s) can be used or sin 𝑥 /𝑥 interpolation can be used to better represent the signal that 

was sampled. 

The system was not calibrated with regard to voltage offset or voltage gain. This can be seen in 
Figure 10 as the mean sample value is not 8193 but instead closer to 8195. It was also found that 
the gain was off by a few percent (<3%) and thus the full-scale voltage range was slightly outside 
±5 V. This small difference cannot be seen in the figures and does not change the conclusions 
reached. 

The figures (10, 11 and 12) indicate that at least 2 bits of resolution are lost due to noise in this 
specific measurement set-up, thus resulting in a system with ≤12 effective number of bits of 
resolution at a sampling rate of 1 MS/s and voltage range of ±5 V.  

7.2 Data stream continuity 

During testing of the hardware, it was found that the rate of packets being lost (the 
processing.packets.lost counter increased) was higher than expected. This was especially 
surprising as the CPU (Intel Xeon E5-2650) utilisation on the processor cores executing the code 
was only around 50 to 60%. The culprit was found in CPU power saving features that throttled the 
clock frequency of the cores. With the feature disabled, the rate at which packets were lost was 
negligible. No other sources for packet loss where discovered, so operations on a dedicated 
network should be result in a very low probability that the UDP packets are lost by the operating 
system as the network interface will interrupt the operating system (OS) when a new packet is 
available. Instead, the packets are likely lost because the input buffer of the operating system gets 
full and the OS has to discard a packet before the processing application has had a chance to get 
it. Thus, it is likely that increasing the size of the OS packet buffer would also reduce the probability 
of losing a packet. 

The loss of packets encountered in testing is illustrated in Figure 13. In this example, the sample 
processing code is started and runs for approximately 20 minutes before the CPU is set to not 
throttle its clock frequency. During the 20 minutes, approximately 7 packets per minute are lost. 

 

Figure 13. The graph illustrates the loss of UDP packets as indicated by the stat processing.packets.lost (see 
Table 2). The sampling system is started at 20:00 and the packet loss rate is significantly reduced when the 

CPU is prevented from throttling down its clock frequency (at 20:20). 
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7.3 Time stamp continuity 

The result of histogramming the delta timestamps is illustrated in Figure 14. As shown in the figure, 
the two delta values found in the data were 1998 ns and 1999 ns. Given that the sampling rate 
was 500 298.3 S/s, the time between two samples should be 1998.80753 ns. As the time stamps 
are stored as integers, the distribution in the figure follow the expected distribution to 5 significant 
digits. This indicates that no samples are lost and that the timestamp calculation for the samples 
used in the figure was done without error. 

 

Figure 14. The distribution of (delta) time between two samples when using an effective sampling rate of 500 

kS/s. The histogram is based on a 150-second-long measurement, i.e. approximately 𝟕. 𝟓 ⋅ 𝟏𝟎𝟕 samples. No 
value was outside the two values indicated in this plot and the results shown follow the expected outcome to 

5 significant digits. 

7.4 Time profiling of processing code 

The result of the profiling of the processing code is shown in Figure 15. For clarity, calls to external 
functions have been removed, although they often play an important role in optimising code. The 
width of the arrows is proportional to the total amount of time spent in a function. Note also that 
this figure does not indicate the number of threads running. As shown in Figure 7, there are 4 
processing threads and 1 input thread. 
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Figure 15. Time spent by the CPU in the (member) functions of the processing code. Note that there are four 
instances of processingThread and one instance of the inputThread running in parallel (see Figure 7). 

A large portion of the CPU time is spent on calculating the timestamps of the samples. As 
mentioned previously, this is done in order to simplify the use of the data. The FlatBuffer schema 
used for this data allows for the individual sample timestamps to be optional. By not calculating 
the sample timestamps and deferring this calculation to the consumer of the data, the maximum 
throughput of data could likely be improved by 10% or more. 
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As de-serialisation of the data is done in only one thread, this is potentially a bottleneck for 
throughput. A re-design where multiple threads are tasked with de-serialising data could be a 
viable optimisation path. A relatively large portion of the CPU time is also spent on sample 
processing (i.e. oversampling), this code can be improved by switching to an algorithm that is 
more efficient. 

7.5 Synchronisation to timing system 

The result of sampling a 𝑠𝑖𝑛𝑐 𝑥 signal is shown in Figure 16 and the digitised output from the 
amplifier of the radiation detector is shown in Figure 17. Note that in the second figure, the data 
from one of the systems was shifted in amplitude slightly to make the lines overlap. This was due 
to the system not being calibrated as mentioned in section 7.1. No shifting in time was done. 

Given the test circumstances, the two measurements appear to be almost perfectly synchronised 
in time. A small phase shift can be seen in both figures if zooming in closely (not shown) but this 
is expected as both measurements made use of oversampling. In the first measurement, the 
oversampling factor was 88 which represents a time span of 2000 ns whereas the second 
measurement used an oversampling factor of 4 which represents a time span of approximately 
90 ns. 

 

Figure 16. The output of two separate sampling systems digitising the same signal in order to test the time 
synchronisation of the two systems. The effective sampling rate is 500 kS/s; i.e. an oversampling factor of 88. 
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Figure 17. Approximately 150 µS of data from two sampling systems digitising the output from the amplifier 
electronics of a gamma radiation detector. Note that data was shifted in amplitude slightly to make the lines 

from the two systems overlap. No shift in time was done. The oversampling factor was set to 4, giving an 
effective sampling rate of 11 MS/s. 

8 Conclusion and Outlook 

Based on the results shown in sections 7.2, 7.3 and 7.5, the goal of doing continuous and 
timestamped sampling of an analogue signal at a rate of ≥1 MS/s was met. The biggest hurdle 
encountered to reaching this goal turned out to be the configuration of the operating system 
running the processing software, yet a working solution was found. 

By using oversampling, the resolution of a sampling system can in principle be increased. Thus, 
it was hoped in [1] that a resolution of 16 bits was achievable for this system, though this was not 
a requirement. In practice, non-Gaussian noise in the sampling system can limit the effective 
number of bits gained from oversampling and this is what was encountered in the results shown 
in section 7.1. The number of effective bits of resolution achieved was found to be slightly less 
than 12. For comparison, off the shelf oscilloscopes rarely sample with more than 8 bits of 
resolution. Even the rare oscilloscopes with 12 bits of ADC resolution usually have less than 9 
effective bits of resolution [24]. Considering that the solution developed here is a custom system 
which provides two features not seen in any off-the-shelf system (continuous sampling and 
absolute timestamping), it can be seen as a success that it matches or exceeds the ADC resolution 
of these systems while having a comparative price tag. 

The system has already been used (in non-continuous mode) for testing of neutron detectors [8], 
proving its purpose. An upcoming task is to streamline the user interface of the system. This will 
be done in order to simplify usage in a production environment. In the short term there are plans 
to employ the system to verify the functionality of the ESS chopper system [25] in the near future. 
It will also be used as a data source for testing the ESS data processing pipeline [5] and 
experiment control software. In the long run the indented use of recording fast sample environment 
metadata will enable cutting edge science: dynamic experiments at the speed of a neutron. 
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